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Towards a philosophy for educational assessment1

Abstract

Many authors over the past twenty years have argued that the prevailing ‘psychometric’ paradigm for educa​tional assessment is inappropriate and have proposed that educational assessment should develop its own distinctive paradigm.

More recently (and particularly within the last five years) it has become almost commonplace to argue that changes in assessment methods are required because of changing views of human cognition, and in particular, the shift from ‘behaviourist’ towards ‘constructivist’ views of the nature of human learning. However, these changes are still firmly rooted within the psychometric paradigm, since within this perspective, the development of assess​ment is an essentially ‘rationalist’ project in which values play only a minor (if any) role. The validation of an assessment proceeds in a ‘scientific’ manner, and the claim is that the results of any validation exercise would be agreed by all informed observers.

Developing on the work of Samuel Messick, in this paper it is argued that no such ‘rationalist’ project is tenable, but that validation of assessments must be directed by a framework of values that is external to the technology of assessment.

Once the role that values have to play in educational assessment is accepted, it is then possible, drawing on the paradigms of social psychology and ethnography, to begin to sketch out an approach to the philosophy of educational assessment which is ‘situated’, ‘illuminative’ and value-dependent.

Words do not reflect the world, not because there is no world, but because words are not mirrors (Roger Shattuck cited in Burgess, 1992).

1
Philosophical and foundational issues

In most disciplines, philosophical and foundational issues appear to be characterised by three features:

•
they arise fairly late in the development of the discipline

•
they are regarded as peripheral by most practitioners (either therefore or because)

•
they are rarely undertaken by leading practitioners in the field.

In most disciplines, the fact that the discipline ‘works’ in delivering what was sought is regarded as sufficient justi​fication for regarding the discipline as well founded. It could be argued that, in the case of mathematics and science, this has been an appropriate approach. The findings of science and mathematics are rarely questioned, even though there is no agreed foundation for either of these disciplines. All the approaches that have sought to base the discipline on how it ought to be carried out (prescriptive approaches) have failed to describe the ways in which the discipline has been carried out in the past. On the other hand, those approaches that have sought to account for the ways in which the discipline is actually carried out (descriptive approaches) have failed to demonstrate the special claims to absolute knowledge that science, and particularly mathematics, have claimed for themselves (see Feyerabend, 1978 in the case of science and Lakatos, 1976 in the case of mathematics).

However, such ‘hermetic’ approaches have less justification when the results or techniques validated only within a discipline are applied in social settings. There has been an increasing acceptance of the role of values and ethical considerations in the use of science and mathematics over the last 40 or so years. Rather more recently, the importance of such considerations has also come to be acknowledged in educational assessment.

2
Assessment in education

At its most general, an educational assessment is a procedure for eliciting evidence that can assist in educational decision-making. After all, if nothing at all is contingent on the outcome of an assessment, then there can be little justification for conducting it in the first place. Some of these decisions might be very restricted in scope. For example, a teacher involved in helping an individual student understand a point with which he has difficulty, needs to decide whether the student has ‘understood’ the point sufficiently before she goes on to something or someone else. Towards the other extreme, educational policy makers may wish to know whether particular policy initiatives have been successful in ‘raising standards’ and are therefore worth continuing.

Whatever the scope of the decision, evidence is elicited, observed or recorded in some way, and then interpreted, and based on the interpretations made, action is taken. Educational assessment is therefore well-founded to the extent that there exist methods of inquiry within the discipline for determining the extent to which such interpretations and actions are justifiable. This is essentially the same as the definition of assessment validation proposed by Samuel Messick as “a process of inquiry into the adequacy and appropriateness of interpretations and actions based on test scores” (Messick, 1989 p31), provided the term ‘test’ in interpreted in its broadest sense
.

Messick’s definition marks a subtle increase in scope over previous formulations of the notion of validation. Throughout the 1970s, support for the ‘Trinitarian’ doctrine of validity (Guion, 1980), as encompassing content, criterion and construct considerations, declined. In its place, the idea that construct validity was the whole of validity (first argued for by Jane Loevinger in 1957 p636) became the dominant view (Angoff, 1988 p28), even though the 1985 Standards laid down by the American Psychological Association, the American Educational Research Association and the National Council for Measurement in Education (1985) continued to espouse the ‘Trinitarian doctrine’.

However, while the notion of construct validity does involve the “appropriateness and adequacy” of interpreta​tions, the extent to which construct validity engaged with the subsequent actions was limited. In particular, con​struct validation concerns itself with the actions only of the user of the assessment information, rather than of others involved.

Restricting of the scope of validity inquiry in this way was necessary because of the need, felt by those involved in educational and psychological assessment, to make assessment as ‘scientific’ as possible. The paper that first defined construct validity (Cronbach & Meehl, 1955), presented a logical positivist framework “briefly and dogmatically” (p290) for its philosophical foundation, and attempted to show how the “logic of construct validation” was, in fact, a part of science.

There were two problems with this. The first was that it was necessary to place severe limits on what could be claimed in order to ground educational and psychologi​cal assessment within science. As Cronbach (1989) later admitted:

it was pretentious to dress up our immature science in the positivist language; and it was self-defeating to say . . . that a construct not a part of a nomological network is not scientifically admissible (p159).

The second problem was, in a way, more serious, for the philosophical foundations of science itself were hardly any more secure than those of educational and psycho​logical assessment.

3
Physical measurement

From the origins of the assessment of human perfor​mance and capability last century, it has been common to describe such quantitative descriptions as ‘measurements’, and much (if not most) of the effort of assessment specialists has been directed towards making measurement in the social sciences as rigorous as those in the physical sciences. 

In particular, the measurement of physical length has been uncritically adopted as the ‘ideal’ form of measurement, to which mental ‘measurement’ should strive, and without examining the assumptions upon which such physical measurement is based. Any current text on measurement theory will provide examples of significant (and by no means obviously tractable) problems. I have chosen three which have interesting or revealing parallels with educational assessment:

• the notion of length is problematic

• measuring length is problematic

• most physical measurements are more problematic than measuring length

The first problem is that all the axiomatic approaches to defining the process of physical measurement of length have a rather unexpected drawback—they are consistent with many other notions of length, which we might regard as ‘unnatural’ (Campbell, 1920/1957). For example, we can represent the addition of lengths of physical rods as a process of ‘orthogonal concatenation’, whereby instead of adding rods along a straight line, we add each new rod at right angles to the previous one (figure 1). This method of combining lengths is just as consistent as our ‘natural’ way (Ellis, 1966), and yet there is no argument for favour​ing our ‘preferred’ interpretation except, as the writers of the standard reference work in this area suggest, “familiarity, convention, and, perhaps, convenience” (Krantz, Luce, Suppes, & Tversky, 1971 p88).

«Figure 1 about here»

The second problem is that physical measurement relies on a theory of errors of measurement which is based on a circular argument. Put crudely, we infer physical laws by ignoring variation in measurements that are assumed to be irrelevant, because of our physical law (Kyburg, 1992). In her PhD thesis Jane Loevinger (1947) pointed out that the same kind of circularity exists in psychological measurement See below). Defining ‘reliability’ in any kind of measurement is therefore far from straightforward.

The third aspect that is relevant here is that regarding length measurement as characteristic of all physical measurement is unhelpfully crude. For most physical measurements, there is a ‘validity’ issue as well as a ‘reliability’ issue. When we are measuring physical length, we can be reasonably clear about what we are measuring. But if we designed an instrument to measure (say) temperature, then it is far from straightforward to show that our device is actually measuring temperature rather than (say) heat. If, for example, we used our instrument to measure (say), the temperature of an ant, we might find that our measurements were an artefact of the instrument, rather than of what was being measured (a concern we might, in the context of educational assessments, describe as an issue of construct validity).

We would then have to reconcile the ‘scale’ obtained with our instrument with other scales (analagous to convergent validity). The scale obtained from a thermistor-based thermometer would be different from an expansion-based thermome​ter (they are related monotonically, but not linearly). Finally, we would have to reconcile these ‘technical’ aspects with our sense data (involving concerns of face validity). Why, for example, does warm water feel hotter to a hand that has been immersed in cold water than to one that has been immersed in hot water?

The gains for educational and psychological ‘measurement’ in being based on physical measurement were therefore marginal at best, and almost certainly more than negated by the distortions necessary to ‘make them fit’.

What saved the ‘scientific’ project was that just as psychological ‘measurement’ was discarding inconve​nient aspects of human behaviour in order to move towards science, ‘hard’ science was heading in the opposite direction, giving increasing attention to ‘social’ constructs such has the community of scientists (Kuhn, 1962), or positive and negative heuristics (Lakatos, 1970).

4
Inquiry systems

The definitive work on the philosophy of validity is the 100,000 word chapter by Samuel Messick (1989) which again seeks to justify validation of educational assess​ments within a scientific framework, but one in which scientific inquiry is much more broadly conceived.

He adopts Churchman’s (1971) typology of ‘inquiry systems’ which classifies approaches to inquiry in terms of the role played by alternative explanatory perspec​tives. In a Leibnizian system, theory is generated deduc​tively from axioms
, while in a Lockean system a single ‘best’ theory is developed inductively from observations. In a Kantian inquiry system, alternative (but not neces​sarily contradictory) perspectives are developed, and strengths and weaknesses of different aspects of the alternative theories are identified. Different perspectives may generate separate research agendas, which may generate different kinds of data.

The role of alternative perspectives is made more rigid in a Hegelian inquiry system, which requires the develop​ment of mutually inconsistent and contradictory perspec​tives, which are then applied to the same set of data. The ‘dialectic’ between the two theories (thesis and antithesis) may then result in a synthesis.

Churchman summarised the distinctions between the Lockean, Kantian and Hegelian systems of inquiry as follows:

The Lockean inquirer displays the ‘fundamental’ data that all experts agree are accurate and relevant, and then builds a consistent story out of these. The Kantian inquirer displays the same story from different points of view, emphasizing thereby that what is put into the story by the internal mode of representation is not given from the outside. But the Hegelian inquirer, using the same data, tells two stories, one supporting the most prominent policy on one side, the other supporting the most promising story on the other side (p177).

However, the most important feature of Churchman’s typology rests on the notion that we can inquire about inquiry systems, questioning the values and ethical assumptions that these inquiry systems embody. This inquiry of inquiry systems is itself, of course an inquiry system, which can be added to the four other types .

This recursive approach was termed Singerian (see Singer, 1957) by Churchman. Such an approach entails a constant questioning of the assumptions of inquiry systems. Tenets, no matter how fundamental they appear to be, are themselves to be challenged in order to create scien​tific progress. This leads directly and naturally onto examination of the values and ethical considerations inherent in theory building.

Everything is ‘permanently tentative’, and the ontological question of what ‘is’ neatly side-stepped; instead we have ‘is taken to be’:

The ‘is taken to be’ is a self-imposed imperative of the community. Taken in the context of the whole Singerian theory of inquiry and progress, the imperative has the status of an ethical judgment . . . [Its] acceptance may lead to social actions outside of inquiry, or to new kinds of inquiry, or whatever. Part of the community’s judgement is concerned with the appropriateness of these actions from an ethical point of view (Churchman, 1971 p202; my italics).

From a Singerian perspective, educational assessment is therefore a process of modelling human performance and capability. The important point about the modelling metaphor is that models are never right or wrong, merely more or less appropriate for a particular purpose.

Validation therefore involves evaluating the fitness of the model for its purpose. What Embretson (1983) calls construct representation corresponds to the explanatory power of the model, while nomothetic span corresponds more to the predictive power of the model. However, models are built on assumptions, which embody sets of values, and the adoption of models in important applica​tions will have social consequences.

Validation therefore also requires the examination of the values and ethical considerations underpinning those assumptions, and the consequences of using the models. However, this is not the end of the process. If we take seriously the recursive nature of the Singerian system, we must also consider the value basis of the value basis, and so on.

This is presented by Messick (1980) as the result of crossing the basis of the assessment (ie whether we are concerned primarily with the meaning or the conse​quences of the assessment) with function of the assess​ment (whether we are looking at its interpretation or its use), as shown in figure 2.

«Figure 2 about here»

The widespread adoption of Messick’s framework as the ‘canonical’ method for classifying validity argument has been extremely important because it has forced ethical and value considerations and social consequences onto the agenda for validity researchers.

In particular, there have been many issues in validation which have proved impossible to discuss or even describe adequately in a theoretical framework that addresses only the evidential basis of validation. However, when the consequential basis of the assessment is also considered, it can be seen that there is a tension between the two bases, with attempts to improve the construct validity of assessments leading to unfortunate social consequences (Messick, 1994).

Another example of this is provided by the question of whether multiple choice-item formats are inferior to constructed choice formats. In terms of the evidential basis, constructed response tests appear to have nothing going for them, with no significant improvement on construct representation, and yet with a far higher costs (Snow, 1993). However when the consequences of such tests are taken into account, validation is much more complex and problematic.

The weakness of Messick’s framework is that it suggests that values are only important for the consequential basis of validity argument, and that the evidential basis of validity argument is somehow free of value and ethical considerations. In other words, the impression created is that while we might have to accept that values are important in evaluating consequences, it is somehow possible to establish how well the assessment represents the construct of interest or its predictive power in a value-independent way.

This is not so. A Singerian approach to validity inquiry questions and probes the assumptions underlying validity arguments. In keeping with the recursive nature of Singerian inquiry, this can be done:

•
by theoretical interrogation of the assumptions for consistency and coherence (Leibnizian)

•
by examining the plausibility of the assumptions in the light of what we know about assessment (Lockean);

•
by suggesting alternative sets of value assumptions (Kantian);

• 
by proposing mutually inconsistent values frameworks (Hegelian); or

•
by inquiring further into the values underlying our approach to values (Singerian).

5
Applications to educational assess​ment

The Macnamara Fallacy: The first step is to measure whatever can be easily measured. This is OK as far as it goes. The second step is to disregard that which can't easily be measured or to give it an arbitrary quantitative value. This is artificial and misleading. The third step is to presume that what can't be measured easily really isn't important. This is blindness. The fourth step is to say that what can't be easily measured really doesn't exist. This is suicide (Handy, 1994 p219).

In this section, I want to outline briefly how validity enquiry can be enriched (and problematised further!) by accepting the requirement to question the values inherent in the assumptions that are made in order to build assessment models.

I have taken classical test theory as my case. This may seem a little like ‘teasing goldfish’—too easy to be worth bothering with—but while the research community appears to believe that it has dealt several mortal blows to the body of psychometric testing, reports of its death do seem to be rather exaggerated. Indeed, several of its basic assumptions appear to have been incorporated uncritically into ‘new’ theories of assessment that claim to be truly grounded in education rather than psychology.

The essence of classical test theory is that one models the achievement of an individual with respect to a domain by a random sampling of items from that domain
. The advantage of this approach is that one can then use the principles of statistical inference to put limits on how representative the results on this set are of the results that would be obtained on the whole domain. Except, as Jane Loevinger pointed out that is not what happens. The above description does describe what the theory assumes should happen, but in practice items are not chosen randomly:

Here is an enormous discrepancy. In one building are the test and subject matter experts doing the best they can to make the best possible tests, while in a building across the street, the psychometric theoreticians construct test theories on the assumption that items are chosen by random sampling (Loevinger, 1965 p147).

For most tests, extensive pre-testing and trialling is undertaken to remove ‘bad items’. But how do we define ‘bad’ items? 

Well, in the classical approach, the important require​ment is for reliability. Of course, this is just a word, connoting that the test can be depended on to give trust​worthy results—and who could possibly object to such a requirement?

Except, of course, we then have many different ways of measuring the ‘reliability’ of an assessment. So how do we choose which one? The answer is, that in classical test theory, we don’t have to. The really elegant feature of classical test theory is that assumptions are made so that it is possible to prove mathematically that each of the definitions of reliability is equivalent to the others. It is therefore ‘natural’ to come to believe that reliability is the most important feature of the assessment.

Reliability within classical test theory is an index of ‘signal’ to ‘noise’, and if we want to maximise the reliabil​ity of an assessment, we can do this either by reducing the ‘noise’ or by increasing the ‘signal’. 

In the context of educational assessment, ‘increasing the signal’ entails making the differences between individuals as large as possible (in the same way that in communications engineering, say, increasing the signal would correspond to maximising the potential difference between presence and absence of signal in a wire). The items that maximise the differences between students are those that are successfully answered by exactly half the population where students successful on this items are those that gain the highest marks on the whole test. Such items are rather difficult to construct, but items which fall too far short of this ideal, by either being too hard or too easy, or by not correlating well enough with total score are rejected.

Starting from a small set of items, other items are then added. The primary requirement for new items is that they converge with the existing set. 

The requirements of classical test theory therefore guarantee the production of tests that maximise differ​ences between individuals, and minimise differences between their experiences. In this way, they create, and reify the constructs they purport to assess.

The elevation of reliability as the primary criterion of quality is itself a value-laden assumption which has its roots in particular applications of educational assess​ment. As Cleo Cherryholmes remarks, “Constructs, measurements, discourses and practices are objects of history” (Cherryholmes, 1989 p115).

These assumptions have particular consequences which are not often acknowledged. For example, many studies have found that schools have comparatively little effect on educational achievement. How has this been established? By measuring educational achievement with a test that was designed to maximise differences between individuals. As a result, differences between schools are minimised or suppressed.

It was this observation that led Glaser to propose a different method of item selection, in a short paper that is now better-known as the origin of the term ‘criterion-referenced test’ (Glaser, 1963).

It had long been observed that measuring what or how much a student had learned (often called ‘gain scores’) during a particular episode of their schooling was very difficult.

Prominent experts in assessment have in fact asserted that “gain scores are rarely useful, no matter how they may be adjusted or refined” (p68) and that “investigators who ask questions regarding gain scores should ordinarily be better advised to frame their questions in other ways” (Cronbach & Furby, 1970 p80). This is a direct conse​quence of the fact the assumptions of classical test theory are optimised for measuring aspects of human perfor​mance, like IQ, that do not change at all (Gipps, 1994). 

Glaser’s main point, re-iterated by Carver (1974), was that maximising classical reliability is an option, rather than a requirement, and that what makes a ‘good’ test depends on the purpose of the test.

If we want to find out how effective a particular sequence of teaching has been, it is no more subjective to choose items that maximise the difference between groups (ie ‘before’ and ‘after’) than it is to choose items that maximise the difference between individuals.

If we want to study differences between teachers, we might choose items that maximise the differences between teachers. But then comes the challenge; how do you know we are differentiating between teachers on the basis of how good they are? Well, we can go back to the parallel with traditional test construction. How do we know that the items we are choosing are discriminating between students on the basis that we think they are? The answer is we don’t. All we have done is created an artefact which homes in on something and then items that converge are deemed to be measuring the same thing.

There is therefore no such thing as an ‘objective’ test. Any item, and certainly any selection of items, entails subjectivity, involving assumptions about purpose and values that are absolutely inescapable. Value-free construct validation is quite impossible.

6
What would truly educational assessment look like?

The fact that construct validation has for so long been taken to be value-free testifies to the power of the discourse in which it has been conducted. Indeed, Gramsci’s notion of ‘hegemony’, as a situation in which any failure to embrace whole-heartedly the prevailing orthodoxy is regarded as irrational or even insane, seems to describe the situation rather well.

Since construct validation is the process by which we establish that particular inferences from assessment results are warranted, the absence of any single ‘best’ interpretation reduces validation to an aspect of hermeneutics (the study of interpretation and meaning). 

In hermeneutics, the results of human activity (speech, writing, painting, institutions) are collectively referred to as ‘text’, and the relationship between text, context and reader is the main focus of study.

Any set of assumptions about these three elements, and the relationships between and within them, establishes a discourse within which construct validation can take place. The role of the discourse within construct valida​tion is two-fold. In the first place, the discourse provides a means for justifying or warranting that the evidence available does support the preferred interpretation, and that no other relevant interpretation is warranted. Much more importantly, however, the discourse determines what are and what are not regarded as relevant alterna​tive interpretations.

In an important paper, Pamela Moss outlines one form such an alternative discourse for educational assessment (confusingly termed ‘hermeneutic’) :might take:

A hermeneutic approach to assessment would involve holistic, integrative interpretations of collected perfor​mances that seek to understand the whole in light of its parts, that privilege readers who are most knowledgeable about the context in which the assessment occurs, and that ground those interpretations not only in the textual and contextual evidence available, but also in a rational debate among the community of interpreters (Moss, 1994 p7).

Within such a system, objectivity does not reside in external pre-specified criteria, nor in rigidly applied norms, but exist in the form of common understandings of the purpose of education among the readers of the text. However, it would be naive to assume that such common understandings evolve naturally:

The community of inquirers must be a critical community, where dissent and reasoned disputation (and sustained efforts to overthrow even the most favoured of view​points) are welcomed as being central to the process of inquiry (Scriven, 1972 p30-31). 

We might describe such an assessment as ‘construct-referenced’ (Wiliam, 1994).

Such an approach is, of course, ideally suited to systems which aim only to deliver qualitative assessment of student performance and capability. But such an approach is also entirely consistent with quantitative approaches to assessment: even those which require the description of a student’s attainment in terms of a single ‘brute grade’. 

We have glimpsed such systems. The model of group moderation proposed by the first TGAT report (NCTGAT, 1988) for national curriculum assessment would have been such a system. The assessment of 100% coursework GCSEs for English, first with Northern Examination Association, and then in other regions, represent the most clearly articulated ‘hermeneutic’ assessment system to-date, and have shown how quickly teachers can be ‘enculturated’ into the community of interpreters.

Unfortunately, such is the hegemony of traditional psychometrics, that these alternative assessment systems are widely characterised as ‘soft’ and ‘unreliable’. The pioneering work of our best teachers has run far ahead of the available theory, and I believe the lack of theoretical support from the academic community for these innova​tive practices has made it much easier for politicians to deride and dismiss any assessment practice that does not meet their own aims.

However, as Gramsci himself noted, no hegemony, however pervasive, is total. The activities of the best teachers have shown what can be done. What we need are ways of talking about what is going on, a language, that enables us to demonstrate that these alternative assessment paradigms are no less rigorous or depend​able ways of describing the attainment of young people.

It is time that educational assessment stopped trying to ‘be a science’, and found its own voice.
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Figure 1: orthogonal concatenation for length measurement
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Figure 2: facets of validity

� An earlier version of this paper was given at the British Educational REsearch Association’s 20th annual conference in Oxford in 1994.


� Messick’s  (1989) definition  is “any observed consistency, not just on tests as ordinarily conceived, but on any means of observing or documenting consistent behaviours or attributes” (p13).


� The approach adopted by Krantz et al (1971)  discussed at the beginning of this section is a good example of a Leibnizian enquiry system.


� In Churchman’s typology, Classical test theory, relying on a formal set of axioms is probably best regarded as a Leibnizian inquiry system.





